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&3]: Actor-Critic
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S3)A2C: tE&Actor-Critic

O B8 BEE—NELRECRINEITE RV o
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O LBEREL (Advantage Function)
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A3C: B A2CH%

ASCERTBEMBIMEFMN (Asynchronous Advantage Actor
Critic)
4 (Asynchronous) : EAERTRAITHRITEIMNE
{i£58 (Advantage) : E/SREEIHRERIERERNNEERE
sWEREAT (Actor Critic) : EIXE—MaERNT (actor-critic) 73i%,
Bt N— MEFERAMER S B T H TR THIRES

Vorlog m(aclse; 6')A(se, ag; 0y)

k-1
. _ [ k . .
A(s¢, ag; 0,) = E Y Teri + V'V (Spir; 6,) — V(S 6,)
(=0
https://medium.com/emergent-future/simple-reinforcement-learning-with-tensorflow-part-8-asynchronous-actor- 13

critic-agents-a3c-c88f72a5e9f2
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https://medium.com/emergent-future/simple-reinforcement-learning-with-tensorflow-part-8-asynchronous-actor-critic-agents-a3c-c88f72a5e9f2

A3CEE

Algorithm S3 Asynchronous advantage actor-critic - pseudocode for each actor-learner thread.

// Assume global shared parameter vectors 6 and 0., and global shared counter T' = 0
// Assume thread-specific parameter vectors 6" and 0.,
Initialize thread step counter ¢ < 1
repeat
Reset gradients: df <— 0 and df,, + 0.
Synchronize thread-specific parameters ' = 6 and 0, = 0,

tsta'r't =1
Get state s
repeat

Perform a; according to policy 7 (a:|s:; ')
Receive reward r; and new state s;41

t<—t+1
T<+T+1
until terminal s¢ or ¢t — tsiart == tmax
R— { 0 for terminal s;
1 Vs, 6y) for non-terminal s;// Bootstrap from last state
for: € {t — 1, caey tstart} do
R+« r; + ’)fR

Accumulate gradients wrt 0": df < df + Vg log m(ailsi; 0')(R — V(si;0,))
Accumulate gradients wrt 0,: df, < df, + & (R — V (si;0.)) /6.,
end for
Perform asynchronous update of € using df and of 6, using d6,,.
until 77 > T’ az

Volodymyr Mnih et al. Asynchronous Methods for Deep Reinforcement Learning. NIPS 2016.
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— n-step Q 400
10000 A3C /_/
)]
8000 S 300
w
6000 / 4 500
4000
2000 100
0 0
0 2 4 6 8 10 12 14 0

Training time (hours)

2 4 6
Training time (hours)

Breakout
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Pong

— DQN

— 1-step Q
— 1-step SARSA
— n-step Q

A3C

6 8 10 12 14

Q*bert

Space Invaders

12000 1600
— DON — DQN
000 — lstepQ 1400 — 1-stepQ
— 1-step SARSA 1200 — 1-step SARSA
— n-step Q — n-step Q
8000 A3C 1000 A3C
@
6000 S 800
(%]
4000 600
400 /
2000 / 200
0= 0
0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14

Training time (hours)

Training time (hours)

a single Nvidia K40 GPU while the asynchronous methods were trained using 16 CPU cores

Method Training Time Mean Median
DQN 8 days on GPU 121.9% | 47.5%
Gorila 4 days, 100 machines | 215.2% 71.3%
D-DQN 8 days on GPU 332.9% | 110.9%
Dueling D-DQN 8 days on GPU 343.8% | 117.1%
Prioritized DQN 8 days on GPU 463.6% | 127.6%
A3C, FF 1 day on CPU 344.1% | 68.2%
A3C, FF 4 days on CPU 496.8% | 116.6%
A3C,LSTM 4 days on CPU 623.0% | 112.6%

J

—  Nvidia K40 GPUs

— 16 CPU cores and no GPU

Mean and median human-normalized scores on 57 Atari games

Volodymyr Mnih et al. Asynchronous Methods for Deep Reinforcement Learning. NIPS 2016.
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expile (s, a)}
Y.ar€xp{Qs (s, a’)}

m(als; 8) < exp {(a — Ug (S))z}

m(als; 0) =

m(s;0) = argmax Qp(s,a)  FETH

a =rmn(s;0) Bk
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TAE RIS E

O SIS 2 FHERTRER (critic) #RIR

Q¥ (s,a) = Q" (s, a)
LW) = Eg_pran, [(0¥(s,0) = Q7(5,a)) |

O fRE

F ORI

- HEMERIR T EEE

J(g) = Eg.pm QY (s, a)]

VoJ(mg) = IEs~p” [Vomg(s)V,Q% (s, a) |a:7t9(s)]
TELRTRRE PEzCEN

D. Silver et al. Deterministic Policy Gradient Algorithms. ICML 2014.
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-4.0 |, — COPDAC-Q
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' - OffPAC-TD

Total Reward Per Episode
w
(=]

680 20 40 60 80 100
Time-steps (x10000)

(a) Mountain Car

- COPDAC-Q: H#EHEMIRHAEE
MEREEEEE (off-policy)

« SAC: BEVIEESREE (on-policy)

- OffPAC-TD: BENIIEESREE (off-
policy)

(x1000)

Total Reward Per Episode

— COPDAC-Q
I--| SAC
— OffPAC-TD

10.0 20.0 30.0 40.0 50.0
Time-steps (x10000)

(b) Pendulum

(x1000)
(@)}
o

| EL2A LA
-I,' |

Total Reward Per Episode

a[‘.l :

---------
------------

Bl keFeA y-FeF1-
I COPDAC-Q

F--] SAC
I OffPAC-TD

2580 10.0 20.0 30.0 40.0 50.0

D. Silver et al. Deterministic Policy Gradient Algorithms. ICML 2014.

Time-steps (x10000)

(¢) 2D Puddle World
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DDPG: FEREIHERISHEEE

O XM THHE RIS E

Vo] (1g) = II5:s~p” [Vomg (s)V,Q™ (s, a)|a=7t9(s)]

O ESLPRM AT, XA s 2TUEsilactor-criticT A RN S
HebxIERVIRIRAES 2 5 ERY
O FEREESRESE (DDPG) Bl Y EimEESRESE (DPG) &
fitl_ERIRRIRTT A
- ZIOEN (BLR)
S =TS
© ESERNRIHRE QRIS

- SRR

Lillicrap et al. Continuous control with deep reinforcement learning. NIPS 2015. 23



DDPG: FEMWEIERISIHEE

Algorithm 1 DDPG algorithm

Randomly initialize critic network Q(s, a|0%) and actor p(s|0*) with weights 6% and 0~
Initialize target network ()’ and i/ with weights 09" « 69, 9" «— g~
Initialize replay buffer I?
for episode = 1, M do
Initialize a random process A for action exploration
Receive initial observation state s; _ -
for t= 1, T do __hE LA
Select action|a; = p(s;|0") + N} ﬁccording to the current policy and exploration noise
Execute action a; and observe reward r; and observe new state St41
Store transition (s, ay, 7, S¢4+1) in R
Sample a random minibatch of N transitions|(s;, a;,7;, s;+1) from R| EZz RS

Set yi = r; + Q' (i1, ' (si41/0" BIlas )
Update critic by minimiZing the loss: L = v > (yi — Q(si,a:|09))? EFfcritics (g, 5B EE)
Update the actor poli€y using the sampled gradient:

EReriticfZk 1
E*/T\CHUC'X_)S],E s; ™ szaQ(Saaw )‘.s si,a=p(s;) v(ﬂ“ ( ‘9#)

Hiractorfy4& Bfffactorpy4&

Update the target networks:

09« 70° + (1 — 7)<
O* < 70" 4 (1 —7)8"

end for
end for

Lillicrap et al. Continuous control with deep reinforcement learning. NIPS 2015. 24



Normalized Reward

= i RE T SR BE TR SE 00

Cart Pendulum Swing-up Cartpole Swing-up Fixed Reacher Monoped Balacing
1 1
1WW 1 1}
O ¥
0
0
0 0
Gripper Blockworld Puck Shooting Cheetah Moving Gripper
1r 1r 1r
1
0
0
0
0 -
0 1 0 1 0 0 1
Million Steps

O FEEREEE (DPG) REZME—RIIZEBUFIESTHRNEL
- RKRE: SR ECRIRIRDPGEE
- BEKE&: EREIFNEHNRERIRDPGEE
- B EREER B SFTE
- 5@ RGN SR

0O BirMNBEXEE

Lillicrap et al. Continuous control with deep reinforcement learning. NIPS 2015. 25
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sREGHEERIR =




skl b = SA D i

O AT RsRIEEEE (REINFORCE) &i&

initialize 6 arbitrarily
for each episode {s;,a{,ry,...,St_1,ar_1, Ir}~Tg doO
for t=1 to T—1 do

end for
end for
return 6

---------------------------------------------------------

O s., ap, r(spap): tBTZIERRE, SHYEFDEE
O mg, 0: {FEFRAVKER, RREEFR{ERNSE]
0O G.: Bit3ZRE

O a: K

John Schulman. Optimizing expectations: From deep reinforcement learning to stochastic computation graphs. 2016.

i 0 <0+ a%logng(atlst)Gt i
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SREGHERERIER =

GRS

O ZRMELUEE
- REFRNEIERID R ERISHIEFTIRLL.
- BENSIKTERRIEA,

i

John Schulman. Optimizing expectations: From deep reinforcement learning to stochastic computation graphs. 2016.
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sREGEEERIIL BR

O Lt BnaYRFRAZ L
© B J(0) = Erepy [Zevir(se ar)]
© ERVT(S) = Equny(y[Q™0 (s, )] = Eamry(s)| Eropy(r) [Zsp=sar=a ek ¥ (se, a0l
© FTLACCBETRRISEZFFZNE: J(0) = Esympy(sy) [V (50)]

O 7: Ul

O so: FIHRIRTS

O s¢, ap, 7(span): tRZIBPKRZS, BHERIRHED
O mg: {FFERYTRRS

0 0: RRISFIERINSEL

0 Q™ F0 V™ : 5REE ny THY Q EEIREREL

32
John Schulman. Optimizing expectations: From deep reinforcement learning to stochastic computation graphs. 2016.



J(6) = Ezepg(o) [Xevir(se, ap)]

ﬂiﬂt E *’]_‘Hgﬂtw% J(8) = E50~p9(50) [V (so)]

J(@') —J6) =] — Esy~p(so) [V (so)]
=J(0') - [Er~p9,(r) [V”e (o) ]

maksnesm =J0) —Eyp @ yiVTe(sy) — ) yEVTo(s, )]
SoF% ’ z 2

= J(O") + Erep 0 ZV (V™ (5041) =V ()

=E

T~p 1 (1) z yir(se, an) |+ Er~p91(r) [2 YE(yV™e(se1) =V (St))]
L t=0 t=0

J(OHBIEX

= IEr~p9/(r) 2 yE(r(se ap) + yV™o(spp ) =V (St))‘

IET~P9/ (1) [Z YA (s¢, ap)] Q™0 (s, ar)
t=0

Ane (St' at)

= Qﬂe(st’ at) —VTe (St) Z_TJ_1E\V¢$

John Schulman. Optimizing expectations: From deep reinforcement learning to stochastic computation graphs. 2016.
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(EREERMERE

O EHEEMRE (Importance Sampling)

(8" — J(6) A" (sp, ac)

= Q™0 (s¢, ar) —V™ (sp)
= IET~p9/(T) |:2 ytATL'g (Str at)]
t=0

= Eermpyr 60 [Bagory (ar]se) [V 4™ Gt @)1

t
mor(aclsy)
N 2 Ese~pgi(so [Eat“’ﬂﬂ(atlst)[ne (als) y LA™ (s¢, ar)]]
t

/ \

B9AE por BEEMRE
(IE{LU4E)

34
John Schulman. Optimizing expectations: From deep reinforcement learning to stochastic computation graphs. 2016.



BHRASoHHNER

O HRIEEFRIEEIZHEV/NGT, BTLAS pa(sy) = per(st).
- (RIZEFFFEMSRIR, 2 ny(se) # g (s¢) BIMERNT el
- BEENREAMTIRR, Ma'~my( |sy) # a~ mo(- |so) HIER/INTefd
© per(se) = (1 —)pa(sy) + (1 — (1 — €))Dmistake (st)
* Iper(se) —po(s)l = (1 = (1 = ) Pmistake (Sr) —Po(s)| < 2(1 — (1 — €)F) < 2et

T

(1—¢e)t>1—¢€tforee€[01]

JO) = J©) % e Eepmpy (50 [Eapmny(arfse) i g V4™ (e 0]

35
John Schulman. Optimizing expectations: From deep reinforcement learning to stochastic computation graphs. 2016.



LYRERIRAIZEL

FERKLEE LR RIS EHTHIEE
mor(atlse)

/ t
0" < arg rr}gerlxz Es ~pg(se) [Eat~ne(at|5t)[ﬂ9 (aclse) y AT (e an)]
t

such that Eg, p(s,) [DKL(”G’(at|St) I g (atlst))] S €

LRK R R E AR R
SN (FIFFRUFES) F11475

sCfRZEfconstraint violate as penalty

0’ « arg max E [E [ﬂe,(atlst) tA™e (s, a.)]]
&g se~po(se) L Eac~mo(Ar|Se) U a5 ¥ vt
{

—A(Dk(mgr(aelsy) Il mg(aelsy)) — €)

it =0, Ere’
BT A < A4 a(Dgy (g (arlse) | mg(aglse)) —€)

http://rail.eecs.berkeley.edu/deeprlcourse/static/slides/lec-9.pdf
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Line search (like gradient ascent) Optimization in Trust Region

MEPRBIRIEEE_EFHAERIBIAL AIEEXEIRGEAERE EFHE R
PRAJEEHT TFAKN miud TEE RXPE, XIRESLATTE
BEb&L, "—HR=EEILT THEE
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https://medium.com/@jonathan_hui/rl-trust-region-policy-optimization-trpo-explained-a6ee04eeeee9
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SREECUH R R [EERIE

dey

](0 ) > LQ(H ) —C- Dmax(G,H’),Where C = m,

mgr(azlse)

LB(HI) — ](0) + z [ESt“’pé)(St) [Eat~n9(at|st) [T[G (atlst) ytAne (St; at)]]
t

€ = max |A,(s,a)|
s,a

39
John Schulman. Advanced Policy Gradient Methods: Natural Gradient, TRPO, and More. 2017.
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trajectories

Sn dn

pairs used in
objective

P
Single path

¥

reward

= Single Path c
e NHEEUFAL GFAETEME « e meeeeem e e e e e e e e e e e e et e e et ea s

-0.5
CEM
= RWR
-1 . e R N———————"

number of policy iterations

John Schulman. Trust Region Policy Optimization. ICML 2015.

all state-action

reward

sampling wone
. . +* L]
trajectories,¢* *,
O - -
’. Yaus

two rollouts
using CRN

DLl %
o*

\%g . .
az‘..lllll'.' .O

..
M T

rollout set
Vine

Walker

Vine

Single Path
Watural Gradient
CEM

number of policy iterations
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LEERELER

B. Rider Breakout Enduro Pong Q%*bert Seaquest S. Invaders
Random 354 1.2 0 —20.4 157 110 179
Human (Mnih et al.,|2013) 7456 31.0 368 —3.0 183900 28010 3690
Deep Q Learning (Mnih et al.; 2013) 4092 168.0 470 20.0 1952 1705 581
UCC-I (Guo et al.,; 2014) 5702 380 741 21 20025 2995 692
TRPO - single path 1425.2 10.8 534.6 20.9 1973.5 1908.6 568.4
TRPO - vine 859.5 34.2 430.8 20.9 7732.5 788.4 450.2

42

John Schulman. Trust Region Policy Optimization. ICML 2015.
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Proximal Policy Optimization



Bl TRPO

0 TRPOfFEAKLEE AR RIS EFHAIEE

0’ « argm xz E [E [”9’(at|5t)
g 96,1 se~pPo(so) L ag~mg (At |St) ﬂg(atlst)
t

such that Dg; (mgr(aclse) | mg(aslsy)) < €

yEA™e (st ar)]]

- {Efconstraint violate as penalty

0' « arg max E [E [nel(atlst) tA™e (s, a.)]]
&g se~Po(so) L Far~mp (A |St) g (aslse) Y bt
t

—A(Dg(mgr (aelse) Il mg(aelse)) —€)

1. iz, Edro'
2. BFile A+ (D (mgr(aglse) Il mg(aelsy)) —€)

0 BEMLUHIERIOATTE
O SRIRLTSRIL AR

John Schulman, et al. Proximal Policy Optimization Algorithms. 2017.
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PPO: Proximal Policy Optimization

PPOZETRPOEL T M
1. g Ben

conservative
policy iteration

~ | melaclse) =~ A
L¢PI(9) = E [ A =E/ | (0)A
‘ ﬂeold(at|5t) ‘ t[ ' t]

LELP(9) = E[min(r. (0)A,, clip(r:(0),1 — €, 1 + €)A,)]

A<0

e A o TR
| p LCLIP(g) < [CPI(Q)

£r = 1MHEES
LCLIP(H) — LCPI(H)

—i r I
0 L 1+ LOLIP

46
John Schulman, et al. Proximal Policy Optimization Algorithms. 2017.



PPO: Proximal Policy Optimization

PPOZETRPOEL T M
1. BB

conservative
policy iteration

~ | melaclse) =~ A
L¢PI(9) = E [ A =E/ | (0)A
‘ ﬂeold(at|5t) ‘ t[ ' t]

LELP(9) = E[min(r. (0)A,, clip(r:(0),1 — €, 1 + €)A,)]

2. (BREAKRSEHFESD

~

Ar=—V(s) +re+yrgr ++yT e + vy (sy)

TEERERT, FITNDactorlT&ET LK ETE
IHEELERIA, FOLCYP (), #pgmini-batch
EHEHY, FHEHOoq < 6

47
John Schulman, et al. Proximal Policy Optimization Algorithms. 2017.



PPO: Proximal Policy Optimization

PPOETRPOEfE EaIMuH

3. BENAIKLESTISEL

S mg(aclsy) -
LKLPEN (9) = , [ngold(at|5t) A; — BKL[mg_,, (- Ise) e (- [s¢)]

SRR L T
- IHEKLEd=E, lKL[neold(' Ise)[me (- |St)”

a) WRd < diarg/1.5, BHFP « B/2
b) NERd > diarg X 1.5, BHFIB < B x 2

John Schulman, et al. Proximal Policy Optimization Algorithms. 2017.
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PPOSEIEXTLL

No clipping or penalty: Li(0) = 'rt(())flt
Clipping;: Li(0) = 111111('?‘;(9)&13 clip(r¢(f)), 1 —e, 1 + E)At

KL penalty (fixed or adaptive) Li(0) = 1¢( H)fit — 3 KL|mg,,,- 7o)

algorithm avg. normalized score
o T/NELEHYEOIAIS -

T SRR No clipping or penalty -0.39
« 3““random seed Clipping, € = 0.1 0.76
. Clipping, € = 0.2 0.82

.  E/NESY A\ ’
S HEIAH#1001 Clipping, € = 0.3 0.70
episode, 2118, i Adaptive KL diarg = 0.003 0.68
. Adaptive KL di,, = 0.01 0.74
FIHETE Adaptive KL diare = 0.03 0.71
. E%{%SCOfelJa—{,tﬂgl Fixed KL, 5 =0.3 0.62
Fixed KL, 3 = 1. 0.71
Fixed KL, 5 = 3. 0.72
Fixed KL, 3 = 10. 0.69

John Schulman, et al. Proximal Policy Optimization Algorithms. 2017.
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PPOSEIEXTLL

HalfCheetah-v1 Hopper-v1 InvertedDoublePendulum-v1 InvertedPendulum-v1
1000
2000 2500 8000
800
1500
2000 6000
1000 1500 600
4000
500 1000 400
0 500 2000 200
=500
0 0 0
0 1000000 0 1000000 0 1000000 0 1000000
Reacher-v1 Swimmer-v1 Walker2d-v1
— A2C
=20 e 1eR —— A2C + Trust Region
s 100 3000 —— CEM
-40 80 - —— PPO (Clip)
& 60 2000 ——— Vanilla PG, Adaptive
A/\/ —— TRPO
-80 40
5 - 1000
-100
N———————e e — 0
-120 0
0 1000000 0 1000000 0 1000000
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BERERIERER X

- HEEIMERSFEIR/IMUTDIRENBIR, REHEDEZEENARBNERIBR

HIItEBEEIARRER

« ETHENBHRBENUIHESZREAN—LEEBRKRMEERE, H M —Er-4E
RRERENSKREE, H—PhEFIF

« Trust Region—275AREI—CEFRIERIBIEIE (FBKLEUE) |, HTXIHRE

IMMEMRSCHETT

+ PPOZETRPORYEN EH— @I fRHlimportance ratiofYrange, fEELILBTR
TR, #—S R RIRERR, SEHIEEANRERBEERE

o« EIXNIELANFRYUREMRES, ATLAMNMEERNCcritichBEREEIEHREZRIZNEL, A5

BT AENH— R E RS2 RAR M &

- fazillactor-critic i ARE TN IS ZCPURIRRIFMENZIREUE, FIF

GPURIRF UL, XBERUETT T DRLAYYIIERRER
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