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(a) online reinforcement learning

|

rollout data {(Si, a;, S;a T'i)}

|

Tk+1

update

Tk+1

rollout(s)
1

- J

BERIEFS

(b) off-policy reinforcement learning

rollout data {(Si, a;, S;a 7’1‘)}

@ |
update D 1‘)
roIIout / ﬂ-k‘l—l
1 Thtl |

Levine, Sergey, et al. Offline reinforcement learning: Tuto
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(c) offline reinforcement learning

{(Si7 ag, Sé, Ti)}.

0 1)l
- E&ERFSI SBEEERFING

rollout(s)

- /

data collected once
with any policy
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- BEEAFES
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training phase
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deployment /
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- No - &=

rial, review, and

perspectives on open problems. arXiv 2005.01643 (2020).
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Gulcehre, Caglar, et al. RL unplugged: Benchmarks for offline
reinforcement learning. arXiv preprint arXiv:2006.13888 (2020).
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Bt FIHIEAREERIPLSRZEINERZE (Extrapolation Error)
WENEAMES TS (out- of—dlstrlbutlon OOD) |aj&R
BReNNRZ BRI T MBS, ImEHIEEARSIHER, BA?

Q@M%—U—ﬂMX&@+aU+7%%Q@%ﬂ)

tn%g%—j;@mr
INERETBRETHIRES LA %
M B —HSE

{(s,a,r,s)}

BEaaitE>

RIS
ol

RS

uEBEE pl(s,a) p"(s,a) rHIHBEER

p" # Pt :

Gulcehre, Caglar, et al. RL unplugged: Benchmarks for offline
reinforcement learning. arXiv preprint arXiv:2006.13888 (2020).
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Bt FIHInREZMIPLEEINEIRZ (Extrapolation Error)
tEDELMES S (out-of-distribution, OOD) [GJ&&
FEMUNRTRE TINKENEH. EEEUEERASEERT, BAah?

B FINEEGAET RIS PEIBRE, Mk oM
&, ALK ATTERE A NETEENGA

TRBIR TSI ETEERNGEA
- (BRI - FRzCBRH! - ERFIAIRE ST AREL
- BCQ - AWR « MOREel
- BEAR - REM - MOPO
« BRAC « BAIL « COMBO
- CQAL :

Gulcehre, Caglar, et al. RL unplugged: Benchmarks for offline
reinforcement learning. arXiv preprint arXiv:2006.13888 (2020).
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Bt EIHInNREZIPEEI/MNEIRZ (Extrapolation Error)
BRI 245 (out-of-distribution, OOD) [a)&R
FEMUNRTRE TINKENEH. EEEUEERASEERT, BAah?

Q(s,a) — (1 - a)Q(s,0) + ar + ymax Q(s',a")

MR B—1 sk
SNERESHENFES AT EEEF00D T A
éﬁ?EJ: EI\J Q{E{E-H— [W’II be used f L

Q(s,a) 28 B Q(s, a) s B
/N AV
/I p ,’
a a
p" 7P .

https://bair.berkeley.edu/blog/2020/12/07/offline/



BCQ: EMRBIQFS

Q(s,0) — (1 — 2)Q(s,a) + alr + ymax Q(s',a'))

m Off-Policy DDPG
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(b) Concurrent
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(d) Final buffer
value estimate

Time steps (1e6)

(e) Concurrent
value estimate

https://bair.berkeley.edu/blog/2020/12/07/offline/

Time steps (1e6)

(f) Imitation
value estimate
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BCQ: EMRBIQFS

O WFEHFKEEER(LSS] (Tabular RL Setting) , BCQRIEARK:
(RERTEIEEZE FRBRQEMIEFESANTE
Qs;a) — (1 - a)Q(s,0) +alr+7 S't.rr(lg;i,)EBQ(S’, a'))

!

UXE SRS
HEFRI(s', a)

[RASHE{EFRIO0DEER FEBCQIHR
{\é\lillkbe used for L Ei?};ﬁ{ﬁﬁg
ackups

Q(s,a) ,-\\5 Q(s, a) ,,“\\5
7N AVZRN
,I \‘ /I
a a

13
https://bair.berkeley.edu/blog/2020/12/07/offline/



BCQ: EMRBIQFS

O WFEZHEEFREUFIiRE, BCQRIERER “{NNERT
SIESSIE B QEMETFESHIHER" LIS
- ER—MEMRE, WIS BiiwmiSRsVAE, RAERIEEIIEERIAH
REENEXS

m(s) = argmax Qg(s,a; + &y(s,a;, ®))
ait8s(8,04,P) 7E[- @, + O]
where {a; ~ G, (s)}iq
ERRE, TS BaldmiBasVAE

© T nANORIERE, Rk T IR(FFIFBRUF I Z BRI — M
- nfloE)N, BIRARIES, REXERERTRERLF
- nFIOEK, BEhEitES, (BEZHO0DER

Scott Fujimoto, David Meger, and Doina Precup. Off-policy deep 14

reinforcement learning without exploration. ICML 2019.



BCQ: EMRBIQFS

Input: Batch B, horizon T, target network update rate
7, mini-batch size N, max perturbation ¢, number of
sampled actions 7, minimum weighting .
Initialize Q-networks (g, , Qg,, perturbation network 4,
and VAE G, = {E,,,, D, }, with random parameters 6,
02, ¢, w, and target networks Qg , Qgz, g With 87
9179,2 +— 0, gb’ — gb
fort =1to 7" do
Sample mini-batch of N transitions (s, a, r, s") from B
p,o=FE, (s,a), a=Dg(s,z), z~N(uo)
w  argmin, 3 (a — a)? + D (N (1, o) [N (0, 1))
Sample n actions: {a; ~ G (")},
Perturb each action: {a; = a; + {4(s’, a;, P) 1,
Set value target y (Eqn. 13)

a;

0 < argmin, Z(y Qo(s,a))?

¢ < argmax,, »_ Qg (s,a +&y(s,a,P)),a ~ G(s)
Update target networks: 6. <— 70 + (1 — 7)0!

¢ =710+ (1-7)¢

end for

r+7 max [)\ mm Qo (s a;) 4+ (1= A) max Qo (s',a;)| <= G

O BCQH/£ (l_ 'U(IU\
M FRINRZ )

= VAEMIE({HZFS]

\/

= HTRREL¢ B 2actor

Scott Fujimoto, David Meger, and Doina Precup. Off-policy deep
reinforcement learning without exploration. ICML 2019.
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(b) Concurrent performance

Scott Fujimoto, David Meger, and Doina Precup. Off-policy deep
reinforcement learning without exploration. ICML 2019.
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Qk_H —arg Hgn Q- (ESND,aNM(a\S) [Q(Sv a)} - ESND‘aNﬁB(a\S) [(2(8 a)])

1 A 4 2
[ +§ Es,a,s’ND [(Q(Sv a) o [:WQk(Sa a)) ]
AHIZF S SRESuAY (IE—1(s,a,5")

HIEQINME it EREES B
O {EfEmax R SZRIRE I RERT, ATEBINEBER, INLEN

Hgﬂ 1'1'1‘3‘}{ o (ESND,aN,LL(a‘S) [Q(Sv a)} - ESN'D,aNﬁg (als) [Q(S, a)D

1

+§ Es.as D [(Q(s, a) — B™QF (s, a))2] +R(p) (CQL(R))

Aviral Kumar, Aurick Zhou, George Tucker, and Sergey Levine. 18

Conservative g-learning for offline reinforcement learning. NeulPS 2020. https://sites.google.com/view/cql-offline-rl
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Hgn 1'1'1‘3}‘: o (ESND,aN,u(a\S) [Q(Sv a)} - ESN’D,aNﬁg (als) [Q(Sa a)D

+5 Beawen | (Qs.2) - B Q) | + R0 (coLR)

0 2% E RIS o EEAIKLSUE(E /I IEEN RIS
R(p) = —Dxur(u, Unif(a))

O CQLRT LA METF Algorithm 1 Conservative Q-Learning (both variants)

ﬁﬂg@éﬁﬂ’\]i}l gﬁ-\ 1: Initialize Q-function, @Yy, and optionally a policy, 7.
2: forsteptin {1,...,N} do

3:  Train the Q-function using GG gradient steps on objective
from Equation 4

O WNSR =R 145, 00 =01~ M0VoCQL(R)(0 "
\ ~ se or Q-learning, B" ¢+ for actor-critic
)nxl.llj:l‘)l éﬁ1ﬂ1ﬁ@§&Q m=p 4:  (only with actor-critic) Improve policy 7, via G» gradient

Hl‘J |§_| HT..I- I 1%% SOft AC steps on ¢ with SAC-style entropy regularization:

:%ﬁfi“ éﬁ\ﬂj%m%ﬂ Gt 1= -1+ M= VBsip anm,([s)[Qo(s, a) — log my(als)]
5: end for
Aviral Kumar, Aurick Zhou, George Tucker, and Sergey Levine. 19

Conservative g-learning for offline reinforcement learning. NeulPS 2020. https://sites.google.com/view/cql-offline-rl



CQL: RTFQEIIAY=ELS

Task Name SAC BC | BEAR [ BRAC-p | BRAC-v || CQL(H)
halfcheetah-random 30.5 2.1 25.5 23.5 28.1 354
hopper-random 11.3 9.8 9.5 11.1 12.0 10.8
walker2d-random 4.1 1.6 6.7 0.8 0.5 7.0
haltcheetah-medium -4.3 36.1 38.6 44.0 45.5 44.4
walker2d-medium 0.9 6.6 33.2 72.7 81.3 79.2
hopper-medium 0.8 29.0 47.6 31.2 32.3 58.0
halfcheetah-expert -1.9 | 107.0 108.2 3.8 -1.1 104.8
hopper-expert 0.7 | 109.0 110.3 6.6 3.7 109.9
walker2d-expert -0.3 | 125.7 106.1 -0.2 -0.0 153.9
haltcheetah-medium-expert 1.8 35.8 51.7 43.8 45.3 62.4
walker2d-medium-expert 1.9 11.3 10.8 -0.3 0.9 98.7
hopper-medium-expert 1.6 | 111.9 4.0 1.1 0.8 111.0
haltcheetah-random-expert 53.0 1.3 24.6 30.2 2.2 92.5
walker2d-random-expert 0.8 0.7 1.9 0.2 2.7 91.1
hopper-random-expert 5.6 10.1 10.1 5.8 11.1 110.5
halfcheetah-mixed 2.4 38.4 36.2 45.6 45.9 46.2
hopper-mixed 3.5 11.8 25.3 0.7 0.8 48.6
walker2d-mixed 1.9 11.3 10.8 -0.3 0.9 26.7

ESGyMIMSHIAEREIEERFIRE T, CQLILFEBREBERY
YRS ERE

Aviral Kumar, Aurick Zhou, George Tucker, and Sergey Levine. 20

Conservative g-learning for offline reinforcement learning. NeulPS 2020. https://sites.google.com/view/cql-offline-rl
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B EIHInNREZIPEEI/MEIRZ (Extrapolation Error)
WHEIE4MES Y (out-of-distribution, OOD) [aJgx
FEMUNRTRE TNKENEH. EEEUEERINSEERT, BAah?

Bt FINTEETFETIRITOIEGRIRS], MmmEsRomse]
&, AJLAKE S ATRER A AMNE T REATGA

BEtFSIANTENEE . RL Unplugged, D4RL, NeoRL
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